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Abstract

How to extract and visually explore the topology of
an open, large scale, hypertext system such as the web ?
We address  this  issue  by  developing  an  experimental
tool for extracting, exploring and analyzing Aggregates
of web documents. This tool, called TARENTe, includes
a crawling technology, and algorithms for both content
analysis  and  authority  graphs  calculations  (as
Kleinberg’s  HITS),  linked  with  visualization  solutions.
We provide  series  of  experimental  results  on  different
topics that allow us to describe the web’s structure in
terms of topic Aggregates.

Topic : Structure of Information Networks, Emerging
Technologies & Applications. 

Keywords:  web,  aggregates,  link  topology,  data
mining,  crawling,  visualization  of  complex  data,
information retrieval.

1. The TARENTe project

1.1 Exploring and analysing Web Aggregates

Our goal is to be able to validate or to make clearer
some  assumptions  on  the  Aggregate  Topology  of  the
Web [6,10,11]. Some general, theoretic principles have
already been explored, such as: modeling the web as a
scale-free network (involving recent advances in graph
theory)  [2]  in which the  connectivity follows a  power
law [1]; taking into account the  preferential attachment
process  to  model  the  graph’s  growth;  verifying  the
small-world phenomenon.  From our point of view, the
most important of all is Kleinberg’s assumption that the
structure of broad topics on the web are Aggregates or-
ganized around a core of Hubs and Authorities (a bi-par-
tite graph) mutually reinforcing themselves [11]. 

The scientific aspect of our work aims to test these
principles by describing the Aggregates at the local level:
their “volume” (or the scale of their resource), their inner
structures, and their borders (aggregates neighborhoods).

Graph  Theory,  Data  Mining,  Crawling  techniques
and other methods are at stake in order to discuss the the-
ories of Kleinberg, Chakrabarti and others by correlating
hypertext connectivity and topical content [11].

The experimental aspect of this work consists in de-
veloping a flexible software (TARENTe) which is able
to connect statistical analysis and visualization modules
in order to produce visual as well as statistical evidences.

1.2  An experimental tool

The TARENTe System was designed to provide mul-
tiple services including Web crawling, network analysis,
data  mining  and  information  visualization  tools.  For
these purposes we chose to build it using an ad hoc mod-
ular  Java  framework,  which  allows  the  integration  of
open-source code for each task. For simplicity concerns
we organized  the  gathering/analyzing  information  pro-
cess around a mySQL database, which can be addressed
by different crawlers, as well as by multiple infoviz tools
and analysis plug-ins. Unlike industrial systems in infor-
mation retrieval,  our tool  is  not  designed to cope with
querries in real time. Basically, its aim is to give experi-
mental hints and visualizations so as to help the user ap-
prehend the organisation and lexicon of a topic. 

Our  crawler  is  derived  from  the  WebSphinx
framework [13] and performs simple focus-crawling on a
relatively  large  scale  (200 000  pages  crawls  are  quite
usual),  including full-text  plus meta-data indexing. We
provide  it  with  Seed  URLs  to  begin  the  crawl  and
monitor it  via a blacklist of connectivity spammers (like
search engines,  popular online shops, etc) and content
analysis (hot/cold-list of keywords).

The Seeds are provided by an expert of the topic that
gives  us  only  a  part  of  its  favorite  sites  index.  By
multiplying the crawls with different Seed sets, we try to
build a somewhat stable structure, based primarily on the
sole connectivity info, with some content analysis hints.
This aims to prove the existence or not of an Aggregate
Structure for the topic, regarding the provided Seeds. If
this scanning phase succeeds, we are able to rebuild the
expert’s original index and expand it with new pages. 

Fig 0: TARENTe general diagram
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Fig 1: Two aggregate production processes (A & B)

2. Experiments  in  correlating  topical
content and link topology

2.1 Related work 

Some  well-known  algorithms  contributed  for  several
years  to  web  mining,  en  particular  those  ones  that
includes  topological  calculations  (HITS-CLEVER
PROJECT-TOPIC DISTILLATION or SALSA). In this
study, first we aim at evaluating simple solutions based
on  correlation  between  content  analysis  and  linkage
structure.  So  our  methodology  was  built  around  the
assumption  in  [9,10,11,12]  that  broad  topics  are
organized in Aggregates of Web pages in which there is
a  strong  connection  between  link  density  and  topical
content.

2.2 Methodology

These Aggregates are supposed to be centered on a bi-
partite  core  of  Hubs  and  Authorities.  Even  if  these
assumptions  seem  very  general  and  quite  rude,  we
assume that the evidences produced will give us hints so
as to be able to formulate a theory of the organization of
broad  topics,  even  if  our  results  challenge  the
assumptions of Kleinberg at a local level.

Following  this  idea,  we  designed  two  different
extraction processes.  Their  goal  is to detect  Aggregate
structures  by  producing  a  core  (a  strongly  connected
component)  and  by  filtering  the  graph  to  highlight  a
border phenomenon in the data provided by the crawling
and  indexing  phase.  These  structures  are  supposed  to
show a strong correlation between content and linking,
especially in the core. 

The first crawling and indexing phase stops when we
reach the 3rd depth from the seed  URLs. Before applying
any computation, we eliminate all pages that haven't been
retrieved for various reasons like pages timeouts.

The first  process (A) begins with the detection of a
core component. For that purpose we calculate Hubs and
Authorities  scores  [11]  and produce  a  visualization  of
their distributions. This allows us to detect whether there
is  a  fall  of  connectivity  that  we  could  interpret  as  a
frontier between the core and the rest of the graph. Then,
we calculate the most popular keywords in the so defined
core.

The next step consists in choosing the 10 best rated
words, manually discarding irrelevant ones. This gives us
a query against which we will rate the pages in the graph.
We calculate the similarity between the pages as a dot
product  in  the  vector  space  between  the  unweighted

words of the query and the term frequencies in the pages
(normalized to the number of words in the page). 

Again,  we  make  use  of  a  visualization  to  plot  the
distribution of the similarity. We should find a fall on the
curve if there is in fact a frontier phenomenon between
the vocabulary in the core and the vocabulary outside.
Hence,  this vocabulary should permit  us to  distinguish
between  the  pages  inside  and  outside  the  Aggregate
because  the  topical  content  is  assumed  to  be
homogeneous within the Aggregate. That's to say that if
we produce  a  core,  the  entire  Aggregate  should  show
similarities in content with that core.

Fig 2: visualizations of Hubs & Authorities distributions (left),
similarity distributions (right)

The second process (B)  uses the same steps,  but  in
another order and should yield similar results. Actually,
we assume that the Aggregate defined by a core and a
content  homogeneity  could  be  detected  even  if  we
reverse the process order. In process B, we first compute
the pages similarity with the top 10 keywords in the Seed
pages and then choose a threshold to distinguish between
the pages inside and outside the aggregate, regarding the
provided Seeds. This threshold should reflect a frontier
phenomenon.  Then,  we  compute  the  Hubs  and
Authorities scores within this Content Homogeneity Pool
(CHP).  As a final  step,  we choose a threshold in both
scores to produce a core.

If the assumption concerning the Aggregate structures
holds strongly, we should find similarities that could be
measured  by computing a  recovering rate  between the
Aggregates produced by both processes.  A serious issue
in  this  methodology  is  that  this  assumption  is  not
supposed to hold, but to give evidences of differences in
the organization of topics.

We will report on our most significant results which
concerns 4 topics including online literature(1),  asylum
seekers(2), Scientology(3), cognitive sciences(4).



We will first give some general comments about our
experiments,  and  then  focus  on  the  entities  we  have
defined as core and Content Homogeneity Pool (CHP).

2.3 General Results

Fig 3: General statistics for all processes and topics

We  can  notice  that  our  crawls  have  brought  back
various quantities of pages, depending on the topic. The
end  criteria  for  crawling  was  the  sole  depth,  so  the
number of pages gives an idea of the topic's breadth. For
instance, the Asylum Seekers topic seems less broad than
literature, up to depth 3. A much more general descriptor
is the evolution of breadth that we can induce from the
multiplier  factor  between the number of nodes in each
depth. For the four topics this descriptor decreases. For
Scientology, literature and cognitive science the decrease
is quick, for asylum seekers it is slower. We might infer
from this and from the link overlap that the structure of
topic 4 is not organized in the same way than the three
others  :  it  seems lattice-like  (lots  of  pages  having  the
same  number  of  links)  rather  than  hierarchical  (a  few
winner-take-alls). The link overlap at the depth level is
defined as the number of links going from a given depth
to the lower depths. It could be interpreted as a measure
of  redundancy  in  linking,  as  it  measures  at  the  depth
level how many links go back to pages we already know
of.

Fig 4: Link overlap at the depth level

Fig. 4 highlights the fact that Scientology have a huge
overlap in linking, that's to say we have a lot of pages
citing back already crawled pages. It means that at each
depth there is a huge amount of pages whose “authors”
were aware of the rest of the domain : the crawl has not
“moved” from one web locality to another gradually, but
rather “circularly”. 

Generally speaking, and for all topics, it seems that we
are discovering a topological structure which links back
to  itself,  and  once  we  have  explored  the   main
component, the peripheral nodes brings us back to it. It is
not  a  surprise  to  find  such a  structure  in  a  scale-free

network – it corresponds to a “strong tie”. However, we
must consider that our crawl has only reached depth 3,
and that we might have missed some deeper “weak tie”
links to others strongly connected pools. 

The  average  links  per  page  shown on  Fig.  3  don't
follow the usual figures for all topics: the average should
be between 4.51-7 [1] and our figures yield 2.61 (topic
1) and 2.24 (topic 4). Even if we  consider the fact that
we  cut  off  links  going  to  what  we  call  connectivity
spammers (sites that are universally popular), we have a
difference between topic 1,4 and topics 2,3. This could
be seen as a measure of the link density of the topics. We
will  add  other  hints  afterwards  and  develop  on  the
subject.

2.4 Process A : from link to content

We will examine step by step the results returned by
the  process,  which  begin  with  a  Hubs  and  Authority
scores computation and visualization. 

Fig 5: Top 20 Hubs and Auths Scores (ordered)

On these figures we can see the top 20 Authority and
Hub scores. We have plotted only the top 20 because the
scores don't evolve anymore after the 20th. The decrease
speed of these scores gives hints about the organization
of  the  topic.  Indeed,  when  the  authority  scores  of
Scientology  are  greater  on  average  than  those  of
literature,  it  eventually means that  the structure  of  the
first  contains  more  powerful  cliques  of  Hubs  and
Authorities. 

For  the  Scientology topic,  we can  deduce  that  it  is
organized  around  a  few  strong  Authorities  from  the
international, English-speaking domain. As our Seeds are
from the local, french-speaking domain, we can suppose
that  these  pages  are  heavily  citing  and/or  giving  easy
access to the most general pages. Moreover, our Seeds
are equally divided between pro- and anti- Scientology
movements and the top 20 Auths don't contain any page
from  the  anti-  domain.  The  difference  between  the
publishing and citation policy of the pro-a nd anti- is so
great  that  the  mutual  reinforcing  detection  has  only
returned pages from the pro- domain. 

Fig 6: Top 4 Auths for the topic “Scientology”

Concerning the Hub scores,  we notice that their are
weaker than the Auths ones. That means that the topic is

A B A B A B A V
Lit.(1) Lit.(1) Ass.(2) Ass.(2) Sci.(3) Sci.(3) Cog.(4) Cog.(4)

General Info.
Nber of pages 25950 25950 4528 4528 22162 22162 13194 13194
Distinct links 67770 67770 22477 22477 105923 105923 29519 29519
Nber of nodes in...
Core 8007 748 129 45 345 1169 259 265
CHP 1032 748 495 1035 12849 12772 1890 1634
Nber of nodes per depth
P0 9 9 10 10 11 11 10 10
P1 384 384 99 99 234 234 212 212
P2 3290 3290 680 680 3305 3305 1567 1567
P3 22115 22115 3712 3712 18545 18545 11275 11275
P0->P1 muliplier 42,67 42,67 9,9 9,9 21,27 21,27 21,2 21,2
P1->P2 multiplier 8,57 8,57 6,87 6,87 14,12 14,12 7,39 7,39
P2->P3 multiplier 6,72 6,72 5,46 5,46 5,61 5,61 7,2 7,2
Links/Page
Core 44,49 9,54 32,51 12,97 25,69 24,69 28,87 13,98
CHP 9,56 9,62 8,71 9,98 5,67 6,82 6,12 6,56
Other 3,97 4,71 7,93 9,42 5,75 16,48 3,72 4,09
Total (topic) 2,61 2,61 4,96 4,96 4,78 4,78 2,24 2,24
Outlinks from...
P0 888 888 113 113 325 325 490 490
P1 11981 11981 2262 2262 9296 9296 6379 6379
P2 114440 114440 19665 19665 94748 94748 49832 49832
P3 10577 10577 743 743 1550 1550 1980 1980

URL Score
1 http://related.scientology.org 0,33
2 http://www.scientology.org/csi.htm 0,31
3 http://www.scientology.org 0,3

4 http://scncatalog.scientology.net 0,27

Lit.(1) Ass.(2) Sci.(3) Cog.(4)
Links from  -> to
P1->P0 229 70 191 112
P2->P1+P0 3221 2786 39676 3218



structured  around  a  bi-partite  graph  containing  more
hubs  than  authorities.  This  can  be  generalized  to  the
other topics as shown on Fig. 5. Especially for literature,
this yields that we have a core component composed of a
few good Hubs cited by a throng of weak Auths.  

The  second  step  consists  in  producing  a  Content
Homogeneity Pool (CHP). First, we compute a similarity
score between all the pages and a word query built using
the  10  most  popular,  relevant  keywords  in  the  core
pages.  That's  to  say  the  CHP  and  the  Core  are  not
necessarily included in  each other.  The  distribution of
this similarity is plotted on Fig. 7. As it doesn't yield an
obvious threshold whatever topic we choose, we decided
to cut off the pages having a zero similarity, i.e. those
who don't have any of the keywords in the query. 

Fig 7: Query for Scientology (left), distribution of similarity
scores (right, all topics)

At the end of the first Aggregate production process,
we  should  have  homogeneous  entities  with  a  high
correlation between content and link structure. Actually,
we choose as a descriptor the overlap between the Core
and the CHP. It seems that our process works fine with
the most structured topic, but fails with more hazardous
organizations like Asylum Seekers. We will discuss this
matter in section 2.6.

Fig 8: Overlap between Core and CHP in process A

2.5 Process B : from content to link

The second process is somewhat different from A in
that the core will be computed within the CHP, and so
will be entirely included in it. 

Fig 9: CHP/topic ratio

The size of the CHP and the ratio CHP/Topic should
give  interesting  hints  on  our  ability  to  extract  a
significant vocabulary from an entire topic. The top 10
keywords  are  to  be  chosen  among  an  ordered  set,
according  to  the  most  popular  keywords  among  the
seeds. The keywords popularity is computed as the sum
in all  the seeds of the normalized term frequency (the
normalization consists in taking into account the length
of the document). As in the second stage of process A,

we set the threshold for the CHP to a zero similarity. Fig.
9  shows  that  our  decision  seems  accurate  for  the
Scientology topic, but rather or extremely bad for others.
We suppose that either our 10 words query doesn't fit to
these topics, or that too few pages can be considered as
documents having enough words. 

Fig 10: Hubs and Auths scores distribution within CHP

The  Hubs  and  Auths  scores  distribution  yield
surprisingly  good  results  when  plotted  against  those
computed in process A. For topic 1,2 and 3, the scores
are much more substantial. This result let us suppose that
we have filtered the graph so as to obtain a very small
but relevant pool of pages that consists of many “good”
keywords and that form a strongly connected component.
Again,  as  noticed  during  process  A,  the  cognitive
sciences  topic  seems  to  have  a  radically  different
organization than the 3 others. It leads us to reinforce the
assumption of  a “lattice-like” structure for this topic. As
in process A, we have little more important Auths than
Hubs in the core. 

Fig 11: Core /CHP ratio

Fig. 11 gives us the evidence that we have indeed a
very  small  overlap  between  the  CHP  and  the  core,
excepted for topic 4. Actually, this could be interpreted
as a very large and connected component which contains
no  “winner-take-all”  nodes  showing  a  strong  score,
regarding the average. 

2.6 Discussion

Many  aspects  of  this  work  can  and  must  be
understood as exploratory hints. We are aware that many
descriptors could have produced these results for a wide
variety of  reasons.  Indeed,  in  the CHP production,  we
suspect that many good (or bad) hubs (like “links index”)
or  other  images-only  pages  have  failed  to  pass  the
threshold  because  they  don't  contain  any  keywords.
These  pages  are  significant  only  if  we  contextualize
them within the website they belong to. But we were not
able  to  define  technically  such  an  entity.  Again,  in
section  2.5,  our  query  was  rather  long  compared  to
traditional  IR  ones.  Our  similarity  measure  may  be
inaccurate in the context of defining a border for broad
topics.  An  important  issue  that  has  probably
compromised the results of the literature topic is the fact

Scientology Information

Hubbard Clearwater

Church Islands

Scientologie Religious

Dianetics Rights

Lit.(1) Ass.(2) Sci.(3) Cog.(4)
Overlap betw. Core and CHP (%)

43 11 84 24

Lit.(1) Ass.(2) Sci.(3) Cog.(4)
 Core/CHP ratio (%)

4,8 6,5 3 16

Lit.(1) Ass.(2) Sci.(3) Cog.(4)
General Info.
Nber of pages 25950 4528 22162 13194
Nber of nodes in...
CHP 748 1035 12772 1634
CHP/Topic ratio (%)

2,88 22,86 57,63 12,38



that  the  authors  of  this  topic  widely  use  Flash® to
produce their pages, and our crawler is not currently able
ton index them . Moreover, we have had other technical
difficulties  such  as  robots  traps  that  prevented  us  to
achieve  high  quality  crawling.  We  often  found  our
threads getting stuck  in depth 3 in those traps.

However, our methodology has permitted us to show
that our Core production processes were not  able  (and
eventually  not  designed)  to  handle  slack  topological
structures  that  we called  “lattice-like”  (like  on  Fig  8,
where it detects a core that does not exists).  Generally
speaking, this work shows that the Hubs and Auths score
computed  on  a  mutually  reinforcing  basis  are  not
sufficient  to  describe  the  structures  one  can  find  at  a
local level. 

Likewise,  what  we called  the  CHP was not  always
able to describe a border phenomenon between the topic
and the outside. We suppose that our content descriptor s
were designed to handle paper-like documents, published
in a traditional way and that they don't fit to the new e-
publishing area. 

3. Adding ad-hoc, end-user centered
filtering and visualization features

Visualizations are a way to monitor the process. First
we  still  think  of  Aggregates  as  conceptual  objects  of
which  we  haven't  all  characteristics  yet.  So  we  don't
know in advance how to process them, nor what kind of
descriptors would be able to produce evidences of their
existence.  Besides,  crawling,  topological  computations
and content analysis are slow processes when applied to
broad topics, so it's necessary to focus the computations
on  specific  issues.  To  answer  this  issue,  we  have
developed  visualizations.  The  advantage  of  infoviz
techniques  is  to  produce  synthetic  analytic  tools  that
should be able to overcome monitoring and play the role
of a first analysis.

Fig 12: Spectral-like Viz of the cognitive sciences topic

The spectral-like viz was designed for that purpose. It
gives  information about  the  crawl  quality  and  gives  a
shape of the topic structure. This shape is intended to be
characteristic for a kind of topic and should be able to
distinguish between families of topological structures.

The degree of a node is  the sum of its ingoing and
outgoing links. The degree variation inside a topic is a
first  hint  of  its  global  connectivity.  The  variation  is
calculated by computing the difference between a node's
degree  and  the  average  within  the  topic.  Then,  we
dispatch the degrees in slices of equal size. The number
of nodes displayed on the spectralviz is the number of
nodes  belonging  to  a  given  slice  (a  given  interval  of
degrees). These two variables permit to detect disparities
in the distribution of connectivity. 

We  suppose  that  for  an  topic  following  a  strong
power-law (of  parameter  k>=2.5)  we should  find  few
nodes  with high degrees  and  lots  of  nodes  with weak
degrees, like on Fig. 12. Larges slices around the average
should describe  weaker power-laws (k≈1) and “lattice-
like”  topics.  Naturally,  these  two  archetypes  may  be
mixed on a given topic.

The distance shown on the figure equals the average
of the shortest paths' lengths in the non-oriented graph. If
the distance is short, then the nodes of same degree are
close in the network (like on the largest slice in Fig. 12).
The more the distance is long, the more locally linked are
the nodes of a given degree.

We added normalized Hubs and Auths scores so as to
locate  the  the  most  interesting  nodes,  especially  when
they are far from each others. This should give hints of th
organization of the top Hubs and Auths.

The spectralviz permit to characterize the topic at first
sight, and which process we should engage to detect a
border  phenomenon.  If  the  network  seem to  follow a
strong  power-law,  we  should  engage  process  B  and
otherwise engage process A.

Visualizations  are  used  both  to  help  the  user  take
decisions about the processes and to help him formulate
a typology of the topics. Monitoring via visualization is
therefore  a  form of  advanced  analysis  which modifies
and focuses the action process.
  

Fig 13. A network viz of the “Scientology” topic

Fig. 13 shows a network viz of the Scientology topic
which yield the pro- and anti- Scientology clusters and
identifies a gateway giving way between each.

4. Further work

– This work should give hints to formalize a general
theory  of  aggregates  (especially  mathematically),
including  different  kinds  of  topological  models.  In



particular, those models could help in qualifying web
communities like in [14].  

– We will think about optimizations  for larger crawls
including  time-dynamic  graph  to  observe  emergent
patterns.

– We could also compare our results to a set of results
from classical Search Engines on different subjects.
This  point  will  allow  us  to  measure  the  content
quality  of  a  document  set  extracted  from the  two
techniques  and  how our  topical  localities  could  be
compared to general hits of classical tools.
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